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Multiprocessor performance can vary substantially, depending largely on the ra-
tio of communication to computation. Processor speeds are currently a couple
orders of magnitude faster than communication speed and more likely three to
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Abstract

The Vector Multiprocessor brings to the multiprocessor what vector-
ization brought to the single processor. In addition to the usual com-
plement of logic and arithmetic units, each processor contains a pro-
grammable communication unit with registers that communicate directly
with comparable registers in neighboring processors via an n-dimensional
interconnection network. Interprocessor communication tasks are per-
formed to and from these registers in the same way that computational
tasks are performed on a vector uniprocessor. Communication is shown to
be optimal for a large class of communication tasks. Elements are trans-
mitted, in parallel, to their destination processors at an average rate of
one per communication cycle. This result, called O(1) access, is used to
develop a balanced communication system where local and global access
are comparable. It is also used to support the ” vector parallel paradigm”
where all arrays are uniformly distributed and the user interface ”looks”
like a vector uniprocessor interface. Both coarse- and fine-grain perfor-
mance models are provided, which demonstrate the unexpected result that
communication is asymptotically negligible compared to computational
time. Finally, three performance models are presented for the spherical
harmonic transform, which is the most communication-intensive part of
climate model dynamics.
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*National Center for Atmospheric Research, Boulder, Colorado, 80307-3000, which is spon-

sored by the National Science Foundation.



four orders if one includes amortized latency, total hops to destination, order-
ing, off-node communication, and software overhead associated with the com-
plete communication task. As a result, performance can drop precipitously as
communication increases. For communication intensive applications, such as
weather and climate modeling, efficiency can drop to a single-digit percentage
as communication increases to 90 percent or more of the total computing time.

Here we start from scratch and develop a combination of algorithms and ar-
chitectures that minimize communication. We develop the same tools to speed
communication that have always been used to speed computation; namely, algo-
rithms and the facilities to program them on an architecture designed specifically
to assist their implementation.

The design begins with parallel communication algorithms that are known
to be optimal, and ends with an architectural design that is able to replicate this
performance in terms of wall-clock time. Instead of a hundred or a thousand
cycles to communicate between nodes, a combination of algorithms and archi-
tecture is defined that can transmit elements to their destination processors at
an average rate of one per communication cycle. Furthermore, the elements
are transmitted in parallel, utilizing the total bandwidth of the communication
network on every cycle. Scheduling is deterministic and non-blocking. This key
result is independent of the number of processors P and is therefore referred to
as O(1) access.

The development of O(1) access was prompted by the simple question: What
is the best possible communication performance? If communication is to be
optimal, the transmission and re-transmission of elements en route to their
destination processors must be performed as quickly as possible. To this end,
each processor contains a small crossbar switch that is directly connected, via
(say) a hypercube network, to comparable switches in neighboring processors.
Elements in transit are switched and re-transmitted on the following cycle.

At first this would seem to contradict O(1) access because an element will
generally require a number of such transmissions or hops to reach its destination
processor. For example, log, P cycles may be required on a hypercube. However,
for a very broad class of communication tasks, hypercube multi-port algorithms
can deliver log, P elements in the same time as a single element. Therefore the
average is one per cycle, which provides the answer to the original question;
namely, O(1) access is best possible for a broad class of communication tasks.
Some tasks exceed ”one per cycle” performance. For example, with a hyper-
cube interconnect, a transposition can be performed at an average rate of two
elements per cycle. O(1) access is valid only with a hypercube interconnect;
however, a suitably configured n-dimensional torus interconnect can provide
comparable performance over a limited range of P [18].

Except for possible distance considerations, O(1) access is independent of P,



which can be used to balance the communication system. As P increases, total
memory is distributed across smaller and consequently faster local memories
until local and global access are comparable. This alleviates a host of processor-
to-memory access problems associated with shared or hierarchical memories.
For example, the limit of this concept yields optimum O(log N) performance
for the FFT of a sequence distributed two elements per processor [19]. Clearly
a hierarchical memory system is not required for such computations. Fine-grain
computation is the ultimate goal because it provides optimal parallel algorithmic
performance, e.g. O(log N) time for the FFT of a sequence with N elements.

O(1) access prompts the thought that, like a single processor, perhaps the
multiprocessor can be vectorized. That is, registers in each processor can be
loaded and unloaded with elements from registers in the other processors in the
same way that elements are loaded to and from a vector register in a single
processor. Interprocessor communication tasks are then performed to and from
these registers like computational tasks are performed on a single vector proces-
sor. The registers, called &-registers, are similar in function but not identical
to vector registers.

O(1) access also supports the vector parallel paradigm [14], which is
reviewed in Section 2.3. All vectors and arrays are uniformly distributed across
processor-memory pairs. Vectors that are generated at program run time by the
occurrence of vector syntax are distributed at the rate of one useful element per
cycle to every processor. By ”useful” we mean that the element is distributed
to its destination processor rather than some intermediate processor en route
to its destination. In this mode, the Vector Multiprocessor (VMP) processes
vectors but does not necessarily have vector processors. There are both ”scalar”
and ”vector” versions of the VMP. The former is based on an element-wise
communication system like the Connection Machines, and the latter is based
on a packet communication system. This is the communication analogue to
single scalar and vector computational processors, and like their single-processor
counterparts, the two architectures are considerably different.

Three performance models are presented in Section 4 for the key compu-
tational kernel used by spectral models of weather and climate models. Per-
formance is tabulated for different values of channel bandwidth and latency. A
communication cycle is assumed to be greater than a computation cycle. Indeed
the performance estimates are tabulated for a range in the ratio of computa-
tion to communication speed. Tables 3 and 5 list performance for ratios of 4
to 256. Latency, in its various forms, is also included. Some communication
algorithms require intermediate sorts between hops, which are performed in the
&-registers at processor speed. This overhead is implicitly included as latency in
the performance estimates. Table 4 includes results for latencies of up to 1024
processor cycles. Finally, all of the performance studies assume a sustained
single-processor speed at 75 percent of peak.



The fact that communication often dominates computing time, contrasts
sharply with theoretical expectations established here. For example, algorithms
and supporting hardware are defined such that communication for the harmonic
transform can be made negligible relative to computation. Here, we discuss both
the algorithms and hardware that yield this result. We model performance for
both coarse-grain distribution where the number of latitudes is equal to the
number of processors, and fine-grain distribution where which each processor
contains only two points. Communication is asymptotically negligible for all
cases.

Optimal parallel communication algorithms are reviewed in the next section
and provide the algorithmic basis for the VMP. The architectural components
required to obtain the optimal performance of these communication algorithms
are discussed in Section 3. Simply stated, the architecture of the VMP was
motivated by the desire to replicate optimum algorithmic performance in terms
of wall-clock time. The key components include on-processor communication
units (programmable switches) that are connected directly to the network and
control transmissions between the network and local ”vector like” £-registers.
Section 4 contains performance models for the harmonic transform, which is
the key computational kernel in the spectral method for modeling weather and
climate. The results are summarized in Section 5.

2 Optimum communication algorithm .

Optimum multiprocessor performance requires optimum communication algo-
rithms such as those presented in this section. O(1) access is based on algorithms
that achieve, on average, the transmission of one element from each processor to
its destination processor on each communication cycle. Transposition proceeds
at double this rate, and arbitrary index syntax is con ectured to proceed at half
this rate. The results are summarized in Table 2 at the end of Section 2.4,
where O(1) access is illustrated for element-based systems by O(N) times for
tasks that require the transmission of O(NN) elements per processor. Latency
is included for packet-based systems. All of the algorithms in this section are
developed for a hypercube network but can be made to provide comparable
performance on a suitably configured torus network [18].

Consider first the redistribution of an array that is distributed row(column)-wise
to one that is distributed column(row)-wise. This is called a transpose as well
as a complete e ¢ ange [11], total e ¢ ange [20], and all-to-all personal
communication [6]. sing an element-based communication system, with el-



emental transfer time , the time required to transpose an N N array
() that is uniformly distributed row or column-wise on a PN processor
hypercube is N 2. This time is known to be optimal [1, 3, 5, 6, 11, 17, 18].

This is an impressive result for two reasons. First, it is half the time re-
quired to transmit the contents of a processor on a single channel. et in the
same time, a transposition can be implemented with transmissions, not ust
between processors, but to their destination processors over routes with log, P
channels. Second, the time N 2 does not contain an explicit latency term
(although must include the in- ight transit time between processors). An in-
dividual element can require up to log, P transmissions to reach its destination;
however, log, P elements can be transmitted to their destinations in the same
time. Therefore, the latency associated with a single element is ”hidden,” and
the average rate is two elements per cycle to all processors.

Scheduling of the transmissions can be determined by a single de Bruin
sequence [8] of P bits [16, 17]. This approach is illustrated in Table 1, which
contains the contents of a ”vector like” &-register in processor 5 (chosen at
random). The 5th column of the array is in column 0 and the 5th row is in
column 4. Both columns are in de Brui n order as prescribed by the transpose
algorithm. The contents of the &-register following each communication cycle is
in columns 1 through 4. Each column differs from the one on its left by three
elements that are received on the three ports of an eight-processor hypercube.
Table 1 is intended only to display the evolution of the &-register, a complete
description of the algorithm is given in [17] where Table 1 corresponds to Table
2.2.

Table 1: Contents of the &-register in
processor 5 for an 8 8 transposition.

0 1 2 3 4

sing a packet-based communication system, the optimum time required to
transpose an N N array is N 2 log, N [6, 11, 18] where is
latency and is the bandwidth of a single channel. Here the key result is
that latency is multiplied only by log, NV, which diminishes relative to N 2



and therefore, like the vector uniprocessor, becomes negligible as N increases.
Communication complexities with small multiples (such as log N) of latency
are fundamental to optimal performance.

The columns ofan N N array that is distributed column-wise across P N
processors can be permuted by first transposing so that the array is distributed
row-wise. The rows are then permuted in each processor and the result is again
transposed. This procedure can also be used to implement the index syntax

() (N 1 ) for avector () with length N  P? that is distributed
across P processors. If the vector is interpreted as a P P array, the index-
reversal can be implemented by reversing both the order of the columns and the
rows. This requires two transpositions or a total time N with an element-based
communication system or N 2 log, N with a packet-based communication
System.

A distributed Legendre transform consists of multiple matrix-vector products
that require roadcast communication. Each processor has a single element
that must be sent to all other processors. This type of broadcast is called an all-
to-all roadcast, or all scatter. It is also called a complete roadcast [11].
An all-to-all broadcast can be implemented using a transposition that requires

N 2 time with an element-based system and N 2 log, N time using a
packet-based system. However, this is not optimal since algorithms exist that
require N logy N time with an element-based system and N logy N

log, N time using a packet-based system [1, 9]. However, these algorithms
have a complex communication pattern that requires a restructuring of the
packets at each of log, N stages. Although this is performed at processor-register
speed, it is nevertheless implicitly included as latency in the performance models
in Section 4.

The results for the transpose ( ) () assume the arrays are N N
and distributed across P N processors. The results for the all-to-all broadcast
assume that each processor contains a single element that is transmitted to all
other processors. The communication requirements are from [1]. The results
for the column permutation ( ) ( ()) assume that the columns of the
N N array ( ) are distributed across P N processors. The permutation

() is arbitrary. The task () ( ) assumes the length N of the arrays
is divisible by the number of processors P and the complexities are con ectured.



It is significant that a transposition can be implemented at an average rate
of two elements per cycle to every processor because it implies that the data
ow to all processors is similar to the data ow in a vector uniprocessor. This
prompts the thought that perhaps multiprocessors can be vectorized. That is,
perhaps the communication tasks induced by vector index syntax can also be
performed in a time proportional to the length of the array. With this paradigm,
all arrays are uniformly distributed across the processors. An array (), with
N elements, is distributed with N P elements per processor. If and are
arbitrary integers, the occurrence of the syntax ( ) defines a new array
that is also distributed uniformly across the processors at an average rate of
one element per cycle to every processor. This is called the vector parallel
paradigm [14]. Consider the implementation of the following vector syntax.

iven the vector , distributed across P processors, the first step is to
distribute the new array at the rate of one element per cycle as dis-
cussed in Section 2.1. Once is distributed, then P components of

can be computed in each processor and hence in paral-
lel. Both communication and computation time are proportional to  P. This
result is independent of the direction in which the array is stored because,
either way, a redistribution is required. Ideally, access time is independent of
the original array-to-processor map for a completely balanced communication
system. However, if an imbalance exists, then an appropriate data-to-processor
map could be specified by a compiler directive.

The distribution of vectors that are generated by index syntax is called index
alignment. Early work produced parallel algorithms for element-wise distribu-
tion in a non-vector framework [7]. The vector distribution of the general syntax

() ( ) is an open problem; however, it has been possible to develop
algorithms on a case-by-case basis. Examples include the distribution of the in-
dex syntax () (3 Dand () (N ) [14]. The syntax () (N )
corresponds to a single-element cyclic shift of the index-reversal (N 1 ).
Its distribution is somewhat more complex but can nevertheless be performed
with O(1) access. It is of considerable interest because it is required for efficient
FFTs of real sequences.



In Table 2, the distribution of the general syntax () ( ) is con ectured to
perform with O(1) access. The basis for this is the experiment described in this
section, which is performed on the yet-larger class of one-to-one communications.
Consider a sequence with N? elements that contain the integers 0 N 1,
each replicated exactly N times. ow randomly permute and distribute this
sequence across P N processors. Each processor contains N elements with
random processor numbers, although, as a linear sequence with N? elements,
each processor number occurs N P times. The goal is to find an efficient
way to position each element in the processor designated by the contents of the
element.

The following experiment was conducted. Every element in each proces-
sor was exchanged with the element located at the contents of the element.
The array was then transposed, and again the exchanges were performed. This
process was repeated until all the elements were located in the processor that
corresponds to their contents. This algorithm was applied to 2000 random per-
mutations of an array with over a million elements (N 1024). A maximum
of six transpositions was required to position the elements. Farly theoretical
results suggest the existence of an algorithm for the general one-to-one commu-
nication task that requires the same time as four transpositions. This would
imply that () ( ) could be be distributed at the rate of one element
per two cycles to every processor, as con ectured in the last row of Table 2.

Table 2: Summary of communication
requirements for tasks with O(1) access.

communication system

task element-based packet-based

() () N 2 N 2 log, N
broadcast N logy, N N log, N log, N
() () N N 2 log,N
) (N 1 ) N N log, N
) (2 2 ) N N log, N
() ( ) 2 N? 2 N 2 log,N?
h ctor ultiproc or archit ctur 12.

The VMP architecture was motivated by the desire to replicate optimal algo-
rithmic performance in terms of wall-clock time. It consists of two fundamental



components; namely, algorithmic and architectural. Optimal parallel communi-
cation algorithms were discussed in Section 2, which provide the first component
and the initial basis for the VMP. For a broad class of communication tasks,
it is known that optimal parallel communication algorithms exist that can load
the &-registers in all processors at the rate commonly associated with a single
vector processor. To replicate this performance in terms of wall-clock time, the
multiprocessor architecture must have certain components that are first outlined
below.

C.1 The VMP is a collection of processor-memory pairs. Each processor con-
tains ”vector like” registers called ¢-registers that are connected
to comparable registers in neighboring processors via an interconnection
network. Interprocessor communication occurs between the £-registers.

C.2 In addition to the usual complement of arithmetic and logic units, each
processor contains a programmable communication unit (switch) that con-
trols transmissions between the &-registers. Communication tasks are per-
formed in the £-registers in the same manner that computational tasks are
performed on a vector uniprocessor.

C.3 The communication units (switches) in each processor are programmable
and fundamental to the VMP.

C.4 All communication channels can be active simultaneously.
C.5 All channels are bidirectional.

C.6 Balanced communication is obtained by distributing total memory across
a large number of processors, which reduces the size and access time of
local memory until comparable with global O(1) access.

C.7 The communication system can be either element-based, like the Connec-
tion Machines, or packet-based.

We now expand somewhat on these components. The interconnection net-
work in C.1 is assumed to be an n-dimensional torus or a hypercube. If the
channels of the torus are augmented (or reduced) by the factor log, P 2n, then
the total bandwidth of the machines are the same, and the performance of the
two is comparable over a range of P that depends on n. For example, forn 3,
their performance is comparable for P O(10 )[18].

The communication unit in component C.2 consists of a relatively small
4n 4n crossbar switch. It is programmable and can be switched on each cy-
cle. There are P such switches (one per processor) that communicate via the
interconnection network. The unit provides a pass-through capability such that
incoming transmissions can, in a single communication cycle, be switched and



retransmitted back onto the network. In addition, as required by the algorithms,
the switch collates network transmissions with transmissions to and from the &-
registers. The switch has 2n ports to the network and 2n ports to the £-register.
A three-dimensional torus requires a 12 12 crossbar where 6 ports correspond
to network connections and 6 ports correspond to £-register connections. A hy-
percube interconnect requires log, P network ports and log, P £-register ports.
The evolution of the &-register is given in Table 1, for an 8 8 transposition.

Component C.3 requires a programmable communication unit (switch) and
communication channels. This is fundamental to the architecture because it is
required to implement the optimal parallel communication algorithms. Compo-
nent C.4 implies that all channels can be active simultaneously or simply that the
full bandwidth of the computer can be realized. Component C.5, bi-directional
channels, are required to obtain the optimum communication performance spec-
ified by the algorithms.

C.6 states that the architecture provides a balanced communication system.
Interprocessor communication dominated computing on early multiprocessors,
which encouraged designs with fewer, more-powerful processor-memory pairs.
However, this resulted in larger and slower local memories. The trade-off was
between more processors with faster memories or fewer processors with slower
memories. O(1) access is essentially independent of P (except for distance
considerations). Therefore, for a fixed amount of global memory, P can then
be chosen large enough to make local memory small, fast, and comparable in
speed to interprocessor communication. The limiting case for the harmonic
transform is distributed with two elements per processor as described in Model
3, Section 4.

Both element- and packet-based systems are included in component C.7.
The time required to transmit elements (or words) on a single channel is
with an element-based system. The time required to transmit a packet with
elements is where is latency and is the bandwidth of a single
channel. The number of {-registers in each processor must equal the number
of processor ports for a packet-based system, and the length of the £-registers
determines the packet size. Although element-based systems can be considered
packet-based with a packet size of one, the algorithms and architecture for the
two systems are quite different. An element-based system is to a packet-based
system what a scalar processor is to a vector processor.

Local memory could also be provided with O(1) access because communi-
cation is symmetric about the crossbar switch, and processors are therefore ex-
changeable with memory. However, because of the physical locality of processor
and local memory, the balance is more likely to be established with traditional
small and consequently fast local memory.

10



r ormanc mod 1 o th ph rical harmonic
tran orm.

Beginning in the late 1980s, a number of multiprocessors were built only to
find that they were not competitive with the more traditional architectures.
The performance of these machines on actual applications was not
well understood. Here, both computation and communication are deterministic
and permit performance to be modeled prior to fabrication. Such models are
made possible by the results in Sections 2 and 3, which laid the groundwork for
the performance models that will be given in this section. Their complexity is
known, which permits an accurate performance prediction when implemented
on a suitably configured architecture.

The architectural components in Section 3 ensure that wall-clock time will
match the optimum performance estimates given in this section. It is assumed
that the problem size increases with the number of processors, i.e., the scaled
speedup model is assumed, which is consistent with the development of dis-
tributed climate models over the past decade. Two configurations or granulari-
ties are considered; namely, one in which each processor contains the points on
a given latitude or longitude, and the other in which each processor contains
two points. We also consider both element- and packet-based communication
systems. Performance is expressed in terms of percentage of peak where
peak is defined as the peak computational speed of a single processor multiplied
by the number of processors P.

The spectral transform method (STM) is currently the most popular tech-
nique used by computer models for weather and climate prediction. There are
a number of variants of the STM including those reviewed in in [15]. However,
all of the variants use the harmonic transform in one form or another (scalar
and vector), which is the most time-consuming computation in the dynamics
of these models. On an equally spaced grid with N latitude points, the har-
monic transform requires O(N ) time on a single processor. For this reason the
harmonic transform has been the sub ect of considerable interest and numer-
ous attempts have been made to speed its computation including [4, 10, 19].
Three performance models are presented. The first two are for element- and
packet-based communication systems on a multiprocessor with P N proces-
sors. These models require O(N?) computing time. Communication is limited
to a redistribution of array from latitude to longitude between the Fourier and
Legendre transforms [2]. The third model is for an element-based system with
P N? processors, which requires O(IN) computing time. The computational
and communication complexities for the FFT are from [18].

11



In what follows, times are provided for both communication and computation
for the harmonic transform on a multiprocessor with an element-based commu-
nication system. Initially all points on a given latitude are in the same processor.
Let be the time required to transmit a single word, and let be the time re-
quired for a single op; then the optimum performance on P N processors is
given by Model 1 below.

With P N processors and an element-based communication system, there
exist parallel communication algorithms and supporting hardware such that a
harmonic transform requires communication time N 2 for the trans-
position and computation time 2 N2 10 NlogN for the Legendre
and Fourier transforms, respectively.

Communication proceeds at the average rate of two elements per cycle to all
processors. ote that communication is an order of magnitude less than compu-
tation, and is therefore asymptotically negligible. This result is demonstrated
in Table 3, where it is assumed that 75 percent is the maximum percentage of
peak on a single processor. The elemental communication time must include
the 7time-of- ight” between processors which may vary depending on the ar-
chitectural details. Therefore is tabulated vs , which is the number of
computational cycles per communication cycle. The entries are computed from

75
o (1)

Table 3: Percentage of peak performance
for the harmonic transform using an
element-based communication system

latitudes comp. cycles comm. cycle
N P 256 64 16 4
64 46.7 65.1 72.3 74.3
128 56.4 69.3 73.5 74.6
256 63.9 71.9 74.2 74.8
512 68.8 73.4 74.6 74.9
1024 1.7 74.2 74.8 74.9

12



Model 2 below provides the communication and computational complexity for
the harmonic transform on a multiprocessor with a packet-based communication
system. All points on a given latitude are in the same processor. The time
required to transmit a packet with elements is where is latency and

is the bandwidth of a single channel. The optimum performance on P N
processors is given by Model 2 below.

With P N processors and a packet-based communication system, there exist
parallel communication algorithms and supporting hardware such that a har-
monic transform requires communication time N 2 log, N for
the transposition and computation time 2 N2 10 NlogN for the
Legendre and Fourier transforms, respectively.

The time for communication is about the same as the time required to trans-
mit a packet with V 2 elements, except the latency is multiplied by log, N. As
in Model 1, communication is asymptotically negligible compared to computa-
tion. The percentages of peak performance are computed from Equation (1)
and given in Table 4. To simplify exposition, it is assumed that the channel
bandwidth is 8 times slower than the computational speed, i.e., 8 .

is the number of computational cycles per packet latency, which ranges
from 64 to 1024.

Table 4: Percentage of peak performance for the
harmonic transform using a packet-based

communication system with 8.

latitudes comp. cycles per latency
N P 1024 512 256 64
64 50.9 60.2 66.2 71.6
128 65.0 69.3 717 73.1
256 71.5 73.0 73.8 74.4
512 73.9 74.3 74.6 4.7
1024 74.6 74.8 74.8 74.9

13



The advent of the fast Fourier transform is acknowledged to be one of the most
significant advances in computing. For a sequence with IV elements, computa-
tional complexity was reduced from O(N?) to O(N log N), which resulted in a
dramatic reduction in compute time for a host of applications. It continues to
be one of the most important algorithms in science and engineering. et the
gains realized by the FFT on a single processor pale in comparison to O(log N)
complexity, which is possible with fine-grain multiprocessing as demonstrated
in [18]. ltimately, optimum algorithmic performance for any computation re-
quires a fine-grain distribution.

In this subsection we develop a comparable model for the harmonic trans-
form and determine its ultimate performance on the VMP with a very large
number of processors. In what follows, we provide the communication and com-
putational complexities for the harmonic transform on a multiprocessor with
P N2 processors. This configuration is referred to as a two-dimensional pro-
cessor distribution since the processors are distributed in both the latitudinal
and longitudinal directions. Each processor contains only two grid points, and
therefore, only an element-based communication system is considered. This
”fine-grain” computing is more likely to be encountered in the future, say, in
the context of peta op computing; nevertheless, it is included here to demon-
strate the scalability of the configuration being proposed. The computational
time is reduced by a factor of N relative to Models 1 and 2, and computing time
is O(N) compared to O(N ) on a single processor.

The transpose method is not used; rather, both the FFT and Legendre trans-
form algorithms are distributed. The distributed FFT in the longitudinal direc-
tion requires communication time 1.5 log, N [13], page 206. The distributed
Legendre transform requires a distributed matrix-vector multiply, which can be
implemented with either a transposition or an all-to-all broadcast. Here we
choose the all-to-all broadcast with its superior performance (see Ta-
ble 1). The matrix-vector multiply requires an inner product in each processor
and each of the log, IV stages of the FFT require a single complex multiplication

and two additions. Optimal performance on a grid with IV latitudes is given by
Model 3 below.

With P N2 processors and a element-based communication system, there
exist parallel communication algorithms and supporting hardware such that
a harmonic transform requires communication time N logy N
15 log, N and computation time 2 N 10 logN.

14



Communication is asymptotically negligible compared to computation; how-
ever, the asymptotic regime is approached more slowly than in the previous
estimates. The percentages of peak performance in Table 5 are computed from
Equation (1). is the number of computational cycles per communication
cycle. In-processor computations are assumed to perform at 75 percent of peak
speed.

The percentages in Table 5 for a 2 -processor decomposition are somewhat
lower than the percentages for a1 decomposition. evertheless, they approach
75 percent, which is assumed to be the percentage on a single processor. Speedup
is asymptotically 75P, and efficiency is asymptotically .75, which is the best
possible with the assumption that the maximum computational speed is 75
percent of peak.

Table 5: Percentage of peak performance
for the harmonic transform using an
element-based communication system and a
2 processor decomposition (P N?).

latitudes comp. cycles comm. cycle
N P 256 64 16 4
64 74 22.7 47.6 65.6
128 10.4 29.5 54.1 68.4
256 15.3 38.0 60.3 70.7
512 22.5 474 65.5 72.4
1024 32.0 56.2 69.2 73.5
ummar .

The architecture presented here scales to fine-grain but also provides locality for
current coarse-grain computations. Total memory is distributed across a large
number of processors, not necessarily to the extent of one or two elements per
processor, but nevertheless to the extent that local memory is small and the
resulting access is fast. As the number of processors increases, interprocessor
access remains essentially constant because of the O(1) access property of the
architecture. At the same time, the size and access time of local memory de-
creases, and at the crossover point, global and local access are comparable and
the communication system is balanced.

O(1) communication requires a hypercube interconnect, however a suitably
configured n-dimensional torus can provide comparable performance [18]. Over-
all communication performance seems to depend less on the topology of the

15



interconnection network than on the details of its implementation. For exam-
ple, the key to optimum performance is a programmable communication unit
on each processor that switches network traffic between processor ports and
local &-registers. Communication tasks are performed like computational tasks
on a vector uniprocessor. The network essentially determines performance and
becomes the primary design consideration.

The architecture also supports the ”vector parallel paradigm,” where all

vectors are distributed across the processors and new vectors, generated by
program vector syntax, are distributed to their destination processor at the
rate of one element per communication cycle [O(1) access]. In this manner the
multiprocessor is made to ”look” like a vector uniprocessor, which brings to the
multiprocessor what vectorization brought to the uniprocessor.

Like computation, communication, as defined here, is deterministic and per-
mits the development of the performance models in Section 4. These models
demonstrate that large-scale scientific applications, such as weather and climate,
can benefit from an ever-increasing number of processors. With an appropriate
computing environment of algorithms and architecture, one can expect compu-
tation, rather than communication to dominate computing time, with resulting
efficiencies that are consistent with the expectations established by early vector
uniprocessors.

Algorithms and supporting architectural components have been defined that
provide optimal parallel performance for a broad class of communication tasks.
To this end the architecture provides the same tools that have always been
used to speed computation; namely, efficient algorithms and hardware that
enable programmers to obtain wall-clock performance that is comparable to
theoretical algorithmic performance.
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The original manuscript focused on optimizing interprocessor communica-
tion. The current manuscript also balances the communication system using
O(1) access of processor-to-processor communication.
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